EG UK Theory and Practice of Computer Graphics (2011), pp. 1–4
Hamish Carr, Ian Grimstead (Editors)

GPU Pedestrian Simulation
T. Karmakharm1 and P. Richmond1
1 Department

of Automatic Control & Systems Engineering, University of Sheffield , United Kingdom

Abstract
A few lines of abstract text. A few lines of abstract text. A few lines of abstract text. A few lines of abstract text. A
few lines of abstract text. A few lines of abstract text. A few lines of abstract text. A few lines of abstract text. A few
lines of abstract text. A few lines of abstract text. A few lines of abstract text. A few lines of abstract text. A few
lines of abstract text. A few lines of abstract text.
Categories and Subject Descriptors (according to ACM CCS): I.2.11 [ARTIFICIAL INTELLIGENCE]: Distributed
Artificial Intelligence—Multiagent systems

1. Introduction
Safety of occupants during an evacuation of large public
spaces is paramount to their design. Simulation of large scale
pedestrian behaviour is an essential tool in identifying potential dangers that may arise during an emergency.
Multi-agent simulation, where an individual agent is an
independent operational unit with memory (e.g. a single
pedestrian), has been widely adopted in representing pedestrian crowds for both research and commercial applications
[Leg10, exo, Mov, PU]. Using this approach, a complex simulation that shows emergent behaviour can be created by
defining few simple rules. Independent nature of agents allow these type of simulations to be parallelised by running
on suitable hardware such as a computing cluster or the GPU
(Graphics Processing Unit) [?].
In order to obtain the best design and achieve statistical
significance in stochastic models, multiple simulations must
be run with differing building layouts, parameters (e.g. number of pedestrians) and random seeds. The resulting metrics
from these simulations must be collected and visualised to
assist users in judging the effectiveness of a design.
Our prototype decision support tool for pedestrian simulation is able to achieve concurrent multi-simulation by utilising multiple GPU-enabled computers connected over a standard TCP/IP network. Our test model shows it is possible
to simulate at faster than real-time speeds. It is built up on
a generalised agent-based framework and behaviours in the
model are generally applicable to many other scenarios.
After a review of related work, Section 3 explains the arsubmitted to EG UK Theory and Practice of Computer Graphics (2011)

chitecture and implementation of the tool. The results are
then presented in Section 4 and concluding in Section 5.

2. Related Work
Reynold’s work on flocking [Rey87] and steering [Rey99]
behaviour shows how agent based models can be applied to
the movement of animal with social characteristics. Helbing
et al. applied a similar concept to pedestrians by introducing
the social forces model [Hel91] and later to an evacuation
scenario with introduction of contact forces [HFV00].
Clusters of GPUs have been used in many fields such
as fluid dynamics for solving incompressible flow [JTS10]
and shallow water equations [BSA12], in siesmic modelling
[ACC∗ 09] and have also applied to agent based simulation
[APS10]. This is however, still a relatively new area to explore in crowd simulation and evacuation modelling. Furthermore, their use for an evacuation decision support tool
have yet to be exploited.
The FLAME GPU framework [Ric11, RR11] is used as a
basis for the simulator in this paper. It is an implementation
of the Flexiable Large-scale Agent Modelling Environment
(FLAME) framework [HCS06] targeted at GPU computing.
Within FLAME an agent based simulation is described as a
set of state based agents with an internal memory. The use of
states ensures that minimum amounts of behavioural divergence in groups of agents is introduced, an issue which prevents many simulators from performing well on the GPU’s
vector type processing architecture.
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The four modules form a client-server relationship (Figure 1) and inter-application communication is performed
over TCP/IP. The Simulator Manager handles all communications between the different modules. Simulation instances,
containing all agent and parameter data required to start a
single simulation, received from the Terminal are queued or
dispatched to Simulators with available capacity. The metrics requested by Terminals also pass through the Simulator
Manager. The Terminal is local to the user’s machine and allows for direct user interaction. It is responsible for the creation and loading of the simulation instances, dispatching a
batch of them to be simulated and receiving sets of metrics
from running and completed simulations.
The Simulator contains the simulation framework and is
responsible for the actual simulation of the model. An instance of a Simulator is created per GPU that exists on the
machine. This makes it modular and scalable across multiple machines. The Simulator uses a modified version the
CUDA based FLAME GPU framwork [Ric11, RR11] which
enables simulation batching and collection of metrics. In order to save bandwidth and avoid overloading the network,
all metrics data generated during a simulation run are saved
locally on the machine and sent across the network when requested. As there may be multiple multiple GPUs for each
local computer, the Local Simulator Manager is responsible for detecting a machine’s configurations and launch instances of the Simulator accordingly.
Previous work have shown that larger models involving
tens of thousands of pedestrians are required in order to
make effective use of the parallel processing capabilities of
the GPU. For smaller models however, a way to increase efficiency is in merging multiple simulations together and run
them simultaneously, effectively increasing the size of the
simulation. The implementation spatially merges navigation
vector fields of multiple simulations together effectively creating a large simulation. Pedestrians are assigned simulation
identifiers in order to prevent interference in boundary cases.
In order to provide feedback, a number of metrics must
be collected in order to summarise the performance of each
individual simulation configuration. One such metric is the
Fruin Level of Service (LOS) [?] which measures density
in terms of pedestrian comfort level. LOS output is similar
to a density map and allows intuitive identification of dangerously congested areas. Because of simulation batching,
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The tool is split in to four modules responsible for user interaction (Terminal), server for queuing and dispatching jobs
(Simulator Manager), performing simulation runs (Simulator) and managing Simulators on local computers (Local
Simulator Manager). Efficiency is increased by merging of
multiple smaller simulations for running concurrently on individual GPUs (Section ??). Metrics are collected as the simulation runs in order to be used for evaluating an effectiveness of a plan (Section ??).
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Figure 1: The network diagram shows how the modules of
the decision support tool interact. The tool is a client-server
system with the Simulator Manager acting as the server. The
Simulators are initialised on the local machine by the Local
Simulator Manager. It accepts and run simulation jobs from
the Simulator manager and sends feedback when requested.
The Terminal is used to submit simulation jobs and receive
feedback.

metric results must be re-mapped in respect to each individual simulation. Parallel prefix sums and sorting algorithms
are used extensively in collecting metrics.
4. Results & Discussion
Two benchmarks were conducted to measure the performance of the tool. A multi-GPU performance benchmark
was carried out to show the effect of running multiple Simulator instances on the same machine. The second benchmark
measures the simulation speed relative to real time when the
simulation is running a normal scenario. All benchmarking
were performed on a 3.4GHz Intel Core i7 machine with
8GB of RAM using the dual-core Nvidia GTX590 GPU. Visualisation on the Simulator was turned off as in reality the
metrics data would be visualised on the Terminal.
Performance when running the Simulators on both available GPUs was measured. This is to evaluate the overheads
in running multiple instance of the Simulator on the same
machine. An environment was created and gradually filled
with pedestrians. Each Simulator runs a batch of four simusubmitted to EG UK Theory and Practice of Computer Graphics (2011)
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lations simultaneously. The simulations are then left to stabilise and an average real time step was taken over 100 simulation steps. The benchmark is run first for one instance of
the Simulator (using one GPU). It is then performed again
using two instances of the Simulator (two GPUs), effectively
doubling the number of pedestrians simulated. The results
show that there the time for each simulation step increases
in the dual GPU configuration on average of 2% across the
range. For 5, 000, 50, 000 and 100, 000 pedestrian per GPU,
it took an average time of 7.42, 16.99 and 39.14 ms for one
time step respectively.
The model used in the second benchmark represents an
evacuation of a centrally located shopping mall after a dirty
bomb has exploded. The simulation starts when the first
pedestrian evacuates the mall and tries to take the nearest
exit from the environment (Figure 2a). After a certain time,
a cordon is established to prepare pedestrians for decontamination. When this happens, pedestrians starts to gather in
a pre-designated location in the environment (Figure 2b).
This scenario was created after consultation with Nottingham and Avon fire services and is representative of what the
tool is intended for. Local pedestrian dynamics are based on
Helbing’s social forces model [?] and global navigation and
static obstacle avoidance are represented multiple force vector field maps [?]. Variable time steps are used to prevent
numerical instabilities from exponential repulsion forces.
Use of dynamic time steps means simulation performance
can vary greatly according to the densities and forces experienced by pedestrians. The second benchmark measures
the performance of the simulation taking this factor in to account. A maximum time step of 0.2 seconds was used, a total
of 1200 pedestrian were generated and time for the cordon to
be established was set to be 10 minutes in simulation time.
The simulation ends at 45 minutes when the decontamination structure is established. The velocity threshold, a limit
on how much pedestrians can change velocity in a single
time step, was changed between each run. They take the values of 0.02, 0.05 and 0.1 as in the Figures 3a, 3b and 3c respectively. For the graphs in Figure 3, iteration count forms
the x axis. The left y axis represents the real simulation speed
calculated as the dynamic simulation time step (dt) in proportion of real time needed to process that iteration (rdt),
values higher than 1 (represented by the red line) means that
the simulation is running faster than real-time. The dt and
rdt values are an average taken every 100 steps. Finally the
right y axis (blue) shows the number of pedestrians currently
in the environment.
Until the cordon is established, it can be seen from the
graphs that real simulation speed fluctuates wildly depending on the forces that pedestrian experiences. Average speed
then slightly declines as the behaviours change and pedestrians stop trying to exit the environment and start to congregate in the warm zone near the disrobing point. After
all pedestrians have been generated and the simulation stasubmitted to EG UK Theory and Practice of Computer Graphics (2011)
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Figure 2: Screen captures of the running simulation. Image (a) shows pedestrians being generated and taking the
shortest path out of the environment. The green lines marks
the emitter and red lines marks the exits. After a the cordons
have been established, pedestrians congregate near the disrobing point near the centre of image (b) within the warm
zone. Image (c) shows the simulation when visualised with
the 3D environment.

bilises the speed can then be seen to increase rapidly due to
the fact that pedestrians are able to spread out in to available
spaces. The velocity threshold has a drastic effect on the real
simulation speed. For a 45 minute simulation, the one with
threshold value of 0.02 took approximately 29 minutes to
complete. Simulations with threshold values of 0.05 and 0.1
completed in 13.8 and 7.2 minutes respectively. This means
a conservative threshold value of 0.05 would result in the
the ability to perform simulations at 3 times the speed of
real-time.
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